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Background
Motivation. Protein sequence space is a vast and underexplored territory for discovering
natural antimicrobials and for engineering optimized peptides with targeted therapeutic
activity. The human cryptome, a subset of the proteome comprised of encrypted peptides
released from precursors through proteolytic cleavage, is known to harbor diverse antimi-
crobial and immunomodulatory peptides.1 Therefore, identifying cleavage sites may direct
us to previously unknown antibiotics. Stability is also a major concern for peptide-based
therapeutic development, as peptides are prone to proteolytic degradation in vivo. Therefore,
cleavage site prediction can aid in selection of drug candidates with minimal risk of insta-
bility. Existing cleavage site prediction methods take a protease-specific approach,2,3 while
the motivations for this project incentivize a pan-protease approach for whole proteome searches.

Objective. To develop a protease-agnostic cleavage site classifier for proteome-scale, machine
learning-based encrypted peptide detection for applications in antimicrobial peptide discovery.

Candidate model performance

Figure 2. Candidate model accuracy by input representation for Gaussian process classifier (GP),
k-nearest neighbors (KNN), multinomial Naive Bayes (MNB), random forest (RF), recurrent
neural network (RNN), and support vector machine (SVM). Top two accuracies per model are
pictured in red. ProtFP and one-hot were the most frequent top performers, while UniRep
provided the least accuracy for all models but the Gaussian process classifier.

Figure 3. Finalist model accuracy when filtering by probability estimates. A significant trade-off
between model confidence (i.e. probability estimate threshold) and total valid observations is
evident, though all finalists show increasing accuracy as probability cutoffs increase in stringency.

Area under curve. Random forest only marginally outperformed support vector machine and re-
current neural network models in area under receiver operating characteristic curve (0.733, 0.723,
and 0.721, respectively) and area under precision-recall curve (0.8, 0.793, and 0.791, respectively).

Methods
� Positives: 8-residue cleavage site data from the MEROPS Peptidase Database4 (N = 24,817).
� Negatives: Generated from the human proteome5 and random protein space (N = 24,817).

Figure 1. Amino acid relative frequency by P4:P4’ positionality among positive (A) and negative
observations (B). Sequences are 8 residues long, with 4 amino acids flanking the left and right
of the cleavage site in positive observations (P4 to P1 and P1’ to P4’, respectively), e.g.:

R G R R || A E P T
P4 P3 P2 P1 P1′ P2′ P3′ P4′

� Input representations tested: One-hot, ST-Scale,6 Z-Scale,7 UniRep,8 and ProtFP.9

� Models tested: Gaussian process classifier, k-nearest neighbors, multinomial Naive Bayes,
random forest, recurrent neural network, and support vector machine.

� Hyperparameter tuning: Bayesian optimization with 5-fold cross-validation, manual search
for recurrent neural network.

� Training/testing: 80%-20% split, 10-fold cross-validation.
� Implementation: All code in Python using sklearn and tensorflow libraries.
� Model output: Binary class assignment and optional class membership probability estimate.

Final model selection
� Comparable accuracy and area under curve metrics were achieved by support vector machine,

random forest, and recurrent neural network models (Figure 2).
� Input representation was the most significant factor in model performance. For finalist models,

ProtFP encoding either outperformed or very shallowly underperformed relative to one-hot
encoding, yet has significantly lower dimensionality than one-hot (1 x 64 vs 1 x 160). Given
that this model is intended for proteome-scale applications, gains in efficiency through lower
dimensionality made ProtFP the preferred encoding method.

� Superior performance was attained by the random forest when disaggregating by prediction
probability estimates, relative to other finalists (Figure 3). The random forest displays a
marginally superior trade-off in loss of valid observations relative to the support vector ma-
chine, and a significantly better trade-off than the recurrent neural network.

� Therefore, the random forest trained on ProtFP encoded data will be the basis
of version 1.0 of a forthcoming Python package.

� Peptide synthesis is costly. By offering optional probability reporting, this classifier allows the
user to filter by probability threshold for finer-tuned risk-assessment of deploying predictions
in experimental contexts.

Figure 4. Area under receiver operating characteristic curve (A) and precision-recall curve (B)
for the final optimized random forest. Darker curves represent overall area under curve (AUC)
values, while lighter curves represent maximum AUC attained when filtering by probability
estimate threshold (≥ 0.8 and ≥ 0.9 for receiver operating characteristic curve and precision-recall
curve, respectively). Like accuracy (Figure 3), AUC metrics increase when raising the probability
estimate threshold, though this is accompanied by significant losses in valid observations.
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